
Influence of Fluid Flow Models on the Topology

Optimization of a Passively Cooled Heatsink

Mackenzie J. Reid1, Joe Alexandersen2, Mostafa S.A. ElSayed1*

1Department of Mechanical and Aerospace Engineering, Carleton
University, Ottawa, ON, Canada.

2Institute of Mechanical and Electrical Engineering, University of
Southern Denmark, Odense, Denmark.

*Corresponding author(s). E-mail(s): mostafa.elsayed@carleton.ca;
Contributing authors: macreid@cmail.carleton.ca; joal@sdu.dk;

Abstract

Topology optimization of passively cooled heat sinks for electronics compo-
nents remains a relatively unexplored area in comparison to other topology
optimization problems. Most works use a full high-fidelity model based on the
Navier-Stokes equations, but this can be prohibitively expensive without access
to high-performance computing (HPC). If the methodology is to gain traction in
industry, less computationally expensive models must be explored and developed.
The influence of fluid flow modeling on the topology optimization of heatsinks
is studied, specifically comparing a low-fidelity model, utilizing a potential-like
flow model, and a high-fidelity model, utilizing the Navier-Stokes equations. This
work introduces three key innovations: (1) a hybrid optimization strategy
that combines low- and high-fidelity fluid models to reduce computational costs
by 59–86% while retaining 70–85% of the performance gains; (2) an evaluation
model using Heaviside interpolation to rapidly analyze designs from density-
based results, enabling practical industrial adoption; and (3) an improved
tuning procedure for the proposed low-fidelity model. Compared to traditional
finned heatsinks for the included case study, this framework achieves up to 6.7%
lower thermal compliance with 44% less volume, which was achieved using the
high-fidelity model exclusively along with the highest computational time of 1287
core-hours. The exclusive design of the low-fidelity model outperforms the ref-
erence design with 4.4% lower thermal compliance with 46% less volume, and
had the lowest computational time of only 86 core-hours. The proposed hybrid
approaches outperform the reference design by 4.8% in thermal compliance with
47% less volume with 184 core-hours, and 5.7% in thermal compliance with 43%
less volume with 527 core-hours.
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1 Introduction

Thermal management is a bottleneck in electronics packaging, especially in extreme
environments where passive cooling is mandatory. Without adequate thermal solu-
tions, products can su�er performance degradation, reduced lifespan, component
failures, or safety hazards. Heatsinks are essential for transferring heat from sources
to the environment, with geometry being the primary design factor beyond operat-
ing conditions and material properties. While traditional heatsink designs (�ns and
pin-�ns) rely on empirical and heuristic methods, topology optimization o�ers algo-
rithmic approaches to determine optimal material distribution, potentially yielding
more e�cient, lightweight, and cost-e�ective solutions.

In practical applications, heatsinks form a critical component of electronic thermal
management systems, where performance is governed not only by thermal e�ciency
but also by manufacturability, packaging constraints, and system level integration.
The design of thermal management solutions in power electronics, data centers, and
aerospace systems must account for reliability, cost, and structural robustness under
varying thermal loads, which are often overlooked in purely computational optimiza-
tion studies. Recent works have emphasized the importance of coupling computational
design with practical considerations in thermal packaging and electronic cooling to
enable high performance and compact architectures suitable for industrial adoption,
as discussed in Dede et al. (2015) and Rahman et al. (2024). Therefore, integrating
topology optimization into the broader context of electronics cooling and thermal pack-
aging o�ers a pathway toward manufacturable, reliable, and energy e�cient heatsink
designs.

Topology optimization for 
uid systems originated with the work of Borrvall and
Petersson (2003) on Stokes 
ow, expanding to Navier-Stokes (Gersborg-Hansen et al.
2005), transient 
ows (Kreissl et al. 2011), 
uid-structure interaction (Andreasen and
Sigmund 2013), and other applications (Alexandersen and Andreasen 2020). Conjugate
heat transfer problems were �rst addressed by (Dede 2009; Yoon 2010) and remain
an active research �eld (Dbouk 2017; Fawaz et al. 2022), with many studies focusing
speci�cally on heatsinks (Alexandersen 2020; Lee et al. 2021; Sun et al. 2020, 2024;
Liu et al. 2025).

For 
uid 
ow problems, prominent topology optimization methods include density-
based, level set, and explicit boundary representation approaches (Alexandersen and
Andreasen 2020). Other methods such as topological derivative, phase �eld, ESO,
BESO, constructal theory, fractal theory, bionic optimization, genetic algorithms, neu-
ral networks, and hybrid approaches have been explored elsewhere (Duan et al. 2015;
Gaymann and Montomoli 2019; Groen et al. 2020; Guirguis et al. 2018; Li et al. 2022a;
Lin et al. 2018; Sigmund and Maute 2013; Xia et al. 2018).
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Existing studies have established a range of modeling approaches with di�ering
levels of �delity and computational demand. These can be categorized in ascending
order of accuracy (and computational expense):

1. Absent 
uid 
ow models

ˆ Pure conduction or di�usion: Computationally e�cient but limited in accuracy
for applications requiring both conduction and convection. Bruns (2007) eval-
uated this approach for steady-state heat transfer without explicitly modeling

uid motion.

2. Implicit 
uid 
ow models

ˆ Simpli�ed convection model (Newton's Law of Cooling): Applies uniform heat
transfer coe�cients to solid surfaces. Zhou et al. (2016) applied this model to
industrial heatsink design, generating e�cient conceptual proposals. Reid et al.
(2020) previously applied this approach to the same heatsink as will be treated
herein.

ˆ Shape dependent convection model: Enhances accuracy with shape-dependent
factors a�ecting heat transfer coe�cients. Joo et al. demonstrated this approach
for both 2D (Joo et al. 2017) and 3D (Joo et al. 2018) heatsink design, achiev-
ing 15% lower thermal resistance and 26-48% mass reduction compared to
conventional designs.

3. Explicit 
uid 
ow models

ˆ Potential-like 
ow (Darcy 
ow or \Poor-man's method"): This approach was
originally introduced by Zhao et al. (2018) for forced convection. It couples
momentum equations with advection-di�usion heat transfer using simpli�ed
Navier-Stokes equations for porous media. Asmussen et al. (2018) demonstrated
50% reduction in degrees of freedom and 87.5% reduction in computational com-
plexity compared to full Navier-Stokes. This was further developed by Pollini
et al. (2020) and Alexandersen (2020) into hybrid schemes.

ˆ Navier-Stokes: The most accurate and comprehensive approach modeling veloc-
ity, pressure, temperature, and their interactions. Alexandersen et al. applied
this to 2D (Alexandersen et al. 2014) and 3D (Alexandersen et al. 2016)
natural convection problems, later extending to industrial LED cooling applica-
tions (Alexandersen et al. 2018) and additively manufactured polymer heatsinks
(Huttunen et al. 2022).

ˆ In recent years, work on topology optimization of natural convection has seen
many contributions, such as: transient 
ow (Tanabe et al. 2023); turbulent 
ow
(Zhang et al. 2023); porous heat sinks (Luo et al. 2023, 2024); using the moving
morphable components (MMC) approach (Zhang et al. 2023); using body-�tted
meshes (Li et al. 2022b); for thermal insulation enhancement (Fragnito et al.
2025); and for minor modi�cations of standard heat sinks (Dong et al. 2024). A
data-driven multi�delity method for turbulent natural convection has also been
presented recently (Luo et al. 2025).
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Despite these advances, three persistent challenges limit the industrial deployment
of topology optimization for passive cooling:

1. Computational expense: High-�delity Navier{Stokes models o�er physical real-
ism but are computationally prohibitive for iterative optimization, restricting their
use to academic studies.

2. Post-processing overhead: Many approaches require extensive manual or ad-hoc
post-processing to evaluate or re-analyze optimized designs, increasing turnaround
time and introducing non-physical errors.

3. Model consistency and calibration: Simpli�ed or low-�delity models (e.g.,
Darcy or potential-like formulations) can exhibit signi�cant deviations from
high-�delity reference solutions unless carefully tuned and veri�ed.

This work directly addresses these limitations through three key innovations:

1. A hybrid 
uid-model strategy that combines low- and high-�delity formulations
to accelerate optimization while preserving high-�delity performance gains, making
topology optimization viable within industrial design cycles.

2. A physics-consistent evaluation model that replaces ad-hoc post-processing
with an interpolation-based analysis, maintaining accuracy while reducing evalua-
tion time substantially.

3. An improved tuning procedure for the potential-like models that systematically
minimizes error relative to Navier{Stokes (HFM) benchmarks, improving model
reliability and predictive accuracy.

Together, these contributions form a systematic framework for the topology opti-
mization of passively cooled heatsinks using explicit 
uid 
ow models. The proposed
methods balance accuracy, e�ciency, and manufacturability, enabling practical deploy-
ment of high-performance passive cooling designs. The framework is veri�ed through
comparison against conventionally optimized plate-�n heatsinks to assess both perfor-
mance and computational e�ciency.

This paper is organized into 4 sections. After this introduction, the theoretical
model is presented in Section 2. Section 3 discusses the case study for the application
of the theory. Lastly, Section 4 concludes and summarizes the main �ndings.

2 Theoretical Model

The theory utilized for the work presented in this paper is based on a uni�ed system
domain, consisting of a 
uid and solid domain with a volumetric heat source. This
work utilizes a conjugate heat transfer model with two 
uid 
ow models, consisting of
a high-�delity and low-�delity model. The optimization problem uses a density-based
approach with the Method of Moving Asymptotes (MMA) (Svanberg 1987) as the
optimization algorithm. The objective function in this work is de�ned as the thermal
compliance. The material parameters for the heat transfer and 
uid 
ow models are
interpolated across the uni�ed domain using the Rational Approximation of Material
Parameters (RAMP) method (Stolpe and Svanberg 2001). The sensitivity analysis is
performed using the discrete adjoint method.
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2.1 System Domain

The system domain depicted in Figure 1, 
 = 
 s [ 
 f , consists of solid, 
 s, and 
uid,

 f , regions, with a heat source, 
h , embedded in the solid domain.

Fig. 1: The system domain, depicting the 
uid, solid, and heat source domains, along
with the associated boundary conditions.

This uni�ed domain approach is critical for density-based topology optimization,
as it allows for intermediate material densities during the optimization process. The
governing equations for heat transfer and 
uid 
ow are derived for this uni�ed domain,
with boundary conditions de�ned as:

Thermal: T = �T on � T

k
@T
@xi

ni = qh on � h

Fluid: p = �p on � p

ui ni = qu on � u

(1)

where �T is the prescribed temperature on the boundary �T , k is the thermal conduc-
tivity for the prescribed heat 
ux condition, q h , given the normal vector, ni , on the
boundary � h , �p is the prescribed pressure on the boundary �p, and u is the velocity
for the prescribed normal velocity condition, qu , on the boundary � u .

2.2 Heat Transfer Model

A conjugate heat transfer model is employed, which considers both conduction and
convection, for which only natural convection is considered (buoyancy-driven 
ow).
The uni�ed convection-di�usion equation for steady-state incompressible 
ow is given
by:
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� 0cpui
@T
@xi

�
@

@xi

�
k(x)

@T
@xi

�
= s(x) (2)

where T is the temperature �eld, � 0 is the reference 
uid density, cp is the speci�c
heat capacity, ui is the i-th component of the velocity vector, k is the spatially varying
thermal conductivity, s is the spatially varying volumetric heat source, and x is the
spatial coordinates for the three dimensions denoted by i, where i 2 f1; 2; 3g, such
that:

x = [x 1; x2; x3] (3)

Thermal conductivity variation with temperature is not considered in this work,
as further discussed in Section 2.4.

2.3 Fluid Flow Models

Two explicit 
uid 
ow models are considered in this work, consisting of a High-
�delity Model (HFM) based on Navier-Stokes and a Low-�delity Model (LFM) based
on a Potential-like Flow approximation. Both models assume incompressible, lami-
nar, steady state 
ow, and incorporate the Boussinesq approximation to account for
buoyancy-driven natural convection.

2.3.1 High-Fidelity Model: Navier-Stokes

The HFM utilizes the Navier-Stokes equation with Brinkman penalization for imper-
meability, �, to account for the presence of solid material in the uni�ed domain. The
governing momentum equation is:

�u j
@ui
@xj

� �
@

@xj

�
@ui
@xj

+
@uj
@xi

�
+

@p
@xi

= ��(x)u i � � 0�g i (T � T 0) (4)

where i and j indicate the components of the vector associated to the x1, x2, and
x3 axes, u is the component of velocity vector u, � is the 
uid density, � is the 
uid
dynamic viscosity, p is the pressure �eld, and g is the acceleration component of the
gravity vector g. On the right side of this equation, the Brinkman penalization term
and the Boussinesq approximation term have been added.

The Brinkman penalization term, �(x), ensures that 
uid 
ow is suppressed in
solid regions (� ! 1) and allowed in the 
uid regions (� = 0). This approach is
widely used in topology optimization for 
uid 
ow (Gersborg-Hansen et al. 2005;
Alexandersen et al. 2016).

The Navier-Stokes equations are a complex system of non-linear partial di�eren-
tial equations that require signi�cant computational resources to solve. Speci�cally,
for three-dimensional problems with high-resolution discretization, solving these
equations demands the use of large computational clusters resulting in high computa-
tional costs. The Navier-Stokes equations are widely used in standard computational

uid dynamics (CFD) software.
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2.3.2 Low-Fidelity Model: Potential-like Flow

The LFM simpli�es the Navier-Stokes equations by assuming that buoyancy dominates
inertia and that viscous resistance is linearly dependent on velocity (Alexandersen
2020; Asmussen et al. 2018; Pollini et al. 2020). This results in the following governing
equation for velocity, which resembles Darcy's law for 
uid 
ow in porous media:

ui = �
�(x)

�

�
@p
@xi

+ � 0��Tg i

�
(5)

where �(x) is the spatially varying permeability. The governing equation for 
uid
pressure is derived by substituting the velocity equation into the incompressibility
condition:

@
@xi

�
�(x)

@p
@xi

�
= �

@
@xi

(�(x)� 0��Tg i ) (6)

The LFM reduces the number of degrees of freedom (DOF) per node from �ve
(three velocity components, ui , pressure, p, and temperature, T ) to two (pressure,
p and temperature, T ), noting that velocity is no longer a DOF with the LFM, as
it is determined based on the pressure and temperature gradients. This reduction
in DOFs, in addition to the complexity reduction of the highly non-linear Navier-
Stokes equations, signi�cantly reduces the computational cost. This model has been
successfully applied in previous works (Alexandersen 2020; Asmussen et al. 2018).

Although the LFM cannot completely replace the HFM, as discussed in later
sections, this model can be calibrated to provide relatively accurate results for a
given problem. Utilization of both models collectively can present bene�ts regarding
accuracy versus computational cost.

2.4 Material Parameters

The uni�ed domain requires interpolation of thermal conductivity, k, impermeability
(for the HFM), �, permeability (for the LFM), �, and the volumetric heat generation,
sT , across the 
uid, f , and solid, s, domains:

fk(x); �(x); �(x)g =

(
fk f ; � f ; � f g if x 2 
 f

fk s; � s; � sg if x 2 
 s

s(x) =

(
0 if x =2 
 h

st if x 2 
 h

(7)

where x is the spatial coordinate vector, as previously de�ned in Equation 3. The values
for thermal conductivity, k, are de�ned by the materials used for the optimization.
For simpli�cation, the conductivity is represented as a ratio, C k , where:

Thermal conductivity is represented as a ratio Ck = k f

k s
, with values based on

the material properties at the reference temperature. For impermeability, � f = 0 in
the 
uid domain, while � s must be su�ciently large in the solid domain to ensure
negligible velocities without causing convergence issues. Thermal conductivity does
not vary with temperature in this work.
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Permeability is computed as � = � �1 , with 
uid permeability requiring calibration
(Section 2.5). Table 1 summarizes these material parameters for the solid and 
uid
domains.

Table 1: Material parameters in the solid and 
uid domains.

Parameter Solid domain Fluid domain

Thermal conductivity k s = C �1
k kf = 1:0

Impermeability � s = f10 5 : 108 g � f = 0:0
Permeability � s = � �1

s = f10 �5 : 10�8 g � f = calibrated

Lastly, the dimensionless volumetric heat source term is only active within a
prede�ned sub-domain of the solid domain, de�ned as:

st =
Qh L 2

kf �T
(8)

where Qh is the dimensional volumetric heat generation, �T is the reference
temperature di�erence, and L is the reference length scale.

2.5 Calibrating the Arti�cial Fluid Permeability

The LFM is based upon Darcy's law, which was originally conceived to describe the

ow of a 
uid through a porous medium characterized by a permeability parameter.
However, similarly to previous works (Alexandersen 2020; Asmussen et al. 2018; Pollini
et al. 2020), this research considers it to emulate free 
uid 
ow around a solid. The per-
meability parameter in the 
uid domain, � f , requires calibration to adequately model
the 
ow of the pure 
uid considered. It should be noted that for the implementation
within the computational framework, the 
uid permeability, � f , is in dimensionless
form, represented by the Darcy number in the following equation:

Da f =
� f

L 2 (9)

where � is the dimensional 
uid permeability parameter, and L is a reference length
scale.

2.5.1 Initial Tuning Procedure

The permeability of the 
uid, � f , is �rst tuned considering the analytical tuning proce-
dure proposed by Pollini et al. (2020). This proposed procedure considers recirculating

uid in a closed domain, for which the vertical walls are isothermally heated, while the
horizontal walls are thermally insulated. This analytical tuning process is used as the
initial 
uid permeability estimate, while an additional level of calibration is proposed
to further improve the results by using the newly proposed �nal tuning procedure.
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2.5.2 Final Tuning Procedure

The goal of the �nal tuning procedure is to establish an empirical relationship between

uid permeability and maximum solid temperature, allowing interpolation of an ideal
permeability value. This step minimizes discrepancies between the Potential-like Flow
model and the Navier-Stokes model.

A reference design, such as the parallel plate-�n heatsink used here, is �rst ana-
lyzed using the HFM with appropriate parameters. To ensure accuracy, the reference
geometry must be modeled as a pure 0{1 design, since intermediate densities would
compromise the calibration.

The same design is then re-analyzed using the LFM, with identical parameters
except for the inclusion of 
uid permeability, initially set based on the results of the
preliminary calibration.

The maximum temperature is utilized as the dependent variable for comparison,
representing a simpli�ed thermal resistance equivalency due to constant power and
ambient conditions, which then allows for the accuracy of the initial permeability esti-
mate to be assessed. If discrepancies remain, additional LFM analyses are performed
using di�erent permeability values. These results are then used to �t an empirical
relation, enabling interpolation of the permeability value that yields a temperature
response equivalent to that of the Navier-Stokes model. In this work, a power-law
function is used to approximate this relationship:

(Tmax � T amb ) = c� r
f (10)

where Tmax is the maximum solid temperature, Tamb is the reference ambient 
uid
temperature, and c and r are real numbers determined empirically from the analysis
results of the LFM. It is found in this research that with increasing values of 
uid
permeability, the resulting maximum solid temperature decreases, implying r < 0.
Note that Tavg could also have been used for this process, however the author chose
to utilize T max due to the intended application towards electronics cooling, where the
maximum temperature, and the direct correlation to thermal resistance, is often most
critical.

Due to the approximations made in the LFM, not all results will be equivalent to
the HFM results even with a perfectly tuned 
uid permeability. For this work, it is
considered most critical to ensure that the maximum solid temperature is equivalent,
the solid temperature delta (Tmax {T min ) is comparable, and the velocities are of the
same order of magnitude to ensure the error between the models is minimized. It
should also be noted that the tuning procedure is speci�c to a speci�c problem, with
dependency on various factors including boundary conditions and domain size.

2.6 Optimization Problem

The optimization problem is formulated to minimize thermal compliance, which has
previously proven successful for topology optimization of heat sinks (Alexandersen
2020; Alexandersen et al. 2016; Pollini et al. 2020). The thermal compliance is equiv-
alent to minimizing the average temperature of the domain under constant heat 
ux
conditions (Lee et al. 2021). The optimization problem is stated as:
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minimize: f (
; T ) =
Z


 h

s(x)Td



 2 
 d

subject to: g(
) =
Z


 d


d
 � v f

Z


 d

d


with: R(
; s) = 0

0 � 
(x) � 1; 8x 2 
 d

(11)

where 
 is the design variable �eld, 
 d is the design domain, f is the objective function,
s is the spatially dependent volumetric heat source, g is the volume constraint function,
vf is the target volume fraction, Nele is the number of �nite elements, and R(
; s) is
the residual of the governing equations (
uid 
ow and heat transfer). The vector of
state variables, s, is dependent on the 
uid 
ow model utilized, which is de�ned as
shown below for the LFM and HFM, respectively:

s =
�

p
T

�
(12)

s =

8
<

:

u
p
T

9
=

;
(13)

where u, p, and t are the velocity components, pressure and temperature �elds,
respectively.

The topology optimization problem in Equation 11 has been solved with an
iterative gradient-based optimization algorithm, known as the Method of Moving
Asymptotes (MMA) (Svanberg 1987). This algorithm relies on �rst order information,
therefore the gradients of the objective function and of the constraint need to be calcu-
lated. The constraint function (i.e. g(
)) is formulated explicitly in terms of the design
variables, allowing the gradient to be calculated explicitly. On the contrary, the depen-
dency of the objective function (i.e. f (
; T )) on the design variables (i.e. 
) is expressed
implicitly through a non-linear relation. For this reason, we rely on adjoint sensitivity
analysis to calculate the objective function gradient. In the optimization analysis, the
design �eld is regularized through a PDE-based (partial di�erential equation) �lter
to avoid numerical instabilities such as checkerboard patterns (Lazarov and Sigmund
2011; Lazarov et al. 2016) and to introduce a length scale.

2.6.1 Material Interpolation

Material parameters are interpolated across the uni�ed domain using the Rational
Approximation of Material Parameters (RAMP) method (Stolpe and Svanberg 2001).
The RAMP method was chosen over the Solid Isotropic Material with Penalization
(SIMP) (Sigmund and Bendsoe 2003) since it proved to be more e�ective in leading
the optimization algorithm towards �nal discrete solid-
uid distributions as well as
improving convergence during the optimization. The RAMP scheme is applied to the
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de�nition of the material conductivity, k e, and permeability, � e, for the LFM, or
impermeability, � e, for the HFM, leading to the following interpolation equations:

ke = k f +

 e

1 + qk (1 � 
 e)
(ks � k f ) (14)

� e = � s +
(1 � 
 e)
1 + q� 
 e

(� f � � s) (15)

� e = � f +

 e

1 + q� (1 � 
 e)
(� s � � f ) (16)

where the subscripts f and s indicate 
uid and solid, respectively, qk , q� , q�

are the penalization parameters for conductivity, permeability, and impermeability,
respectively, and e = 1; : : : ; Nele ;.

A linear interpolation is yielded for q = 0, with increasing values of q increasing
the penalizing e�ect on the values for 
 between 0 and 1. Moreover, the conductivity
values, kf and ks, have �xed values based on the operating conditions. The de�nition
of the 
uid permeability, � f , follows the procedure described in Section 2.5, while
the solid permeability, � s, is decreased during the optimization to smoothly converge
towards the �nal optimized designs, as discussed in Section 2.4. It follows that the
value for solid impermeability, � s is increased during the optimization, and the 
uid
impermeability, � f , is set to zero (0) in this work.

2.6.2 Continuation Scheme

The continuation scheme is intended to gradually converge toward near-discrete opti-
mized designs by adjusting the material interpolation penalization, qk , q� , q� , � s, and
� s. Due to the highly non-linear and non-convex nature of the optimization problem,
solutions may be local minima and are strongly dependent both on the starting point
and the continuation scheme adopted.

The permeability penalization, q� , depends on �s and � f values. This work pro-
poses an equation relating permeability penalization to 
uid permeability, maximum
impermeability, and impermeability penalization, which enables consistent penal-
ization between 
uid 
ow models. The equation for permeability penalization is
derived from the inverse relationship between permeability and impermeability and
the material interpolation equations in Section 2.6.1:

q� =
� s � f

q�
� 1 (17)

Combined with the following relation:

� s = � �1
s (18)

The entire penalization scheme then becomes dependent only on the values of qk , q� ,
and � s. The penalization scheme considered in this work utilizes three (3) continuation
steps:

qk 2 f1; 10; 100g
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� s 2 f10 5; 105; 105g

q� 2 f100; 10; 1g

The solid impermeability is held constant for this study with a decreasing penalization
for impermeability in order to ensure numerical stability while also gradually enforcing
solid-
uid distinction. This approach is found to be a good trade-o� for computational
e�ciency and overall solution quality, based on the author's experience through trial-
and-error across hundreds of solves. Figure 2 shows a comparison of the impermeability
interpolation for the three (3) continuation steps discussed.

Fig. 2: Interpolation of impermeability for intermediate densities, with constant solid
impermeability.

This approach forces intermediate densities to behave more towards a solid as the
optimization progresses, by keeping the solid impermeability constant and reducing
the penalization of the impermeability. This continuation scheme provided a good
trade o� for overall results considering computational cost.

In addition, this work adopts a �xed number of iterations for each continuation step
to enable consistent comparison of the 
uid 
ow models. This approach was selected
for several reasons: (1) to ensure all models are evaluated at equivalent stages of their
optimization trajectory, regardless of di�erences in convergence speed; (2) to focus the
analysis on the in
uence of the 
ow models on the resulting topology, rather than
achieving fully converged solutions; and (3) to avoid unnecessarily long convergence
times that yield minimal improvements in the objective function.

It should be noted that MMA is reset whenever a change is made in penalization
parameters (continuation step) or 
uid 
ow model, since the optimization problem
and sensitivities changes whenever parameters are updated.
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2.7 Numerical Implementation

The computational framework described by Alexandersen et al. (2016) is utilized and
modi�ed for the described problems. The developed code is written in C and utilizes
the PETSc suite of data structures and routines for scalable solution of scienti�c appli-
cations modeled by partial di�erential equations. It is based on the original framework
for topology optimization using PETSc presented by Aage et al. (2015). The PETSc
framework allows for parallelized high-performance computing, along with both lin-
ear and non-linear solvers and preconditioners, and the ability to handle structured
meshes. Further discussions of the computational performance and the need for a fully
parallelized code, including a parallel version of the Method of Moving Asymptotes
(MMA), is discussed by Aage and Lazarov (2013) and Aage et al. (2015).

The overall topology optimization process for this work is depicted in Figure 3.
The last few steps of the overall process, from Veri�cation to Post-processing, may be
repeated with alternate density thresholds of the �nal optimization results.

Fig. 3: Overall topology optimization process 
owchart utilized for this code frame-
work
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2.8 Evaluation Model

The evaluation model analyzes design performance using the computational model
within the topology optimization code package, enabling faster iteration and com-
parison during the design process. An explicit de�nition of solid-
uid interfaces is
required to accurately predict the �nal design performance. This becomes challenging
for optimized results due to the density-based implementation and �ltering process
incorporated in the optimization, as illustrated in Figure 4, which compares the raw
design �eld and the �ltered design �eld for the reference design with prescribed �ns.

(a) Raw design �eld (b) Filtered design �eld

Fig. 4: Raw and �ltered design �elds illustrated for the reference design with pre-
scribed �ns. The �ltered �eld contains signi�cantly more intermediate values showing
the drawback, although �ltering has the bene�t of regularising the design �eld and
aiding in minimal length scale control.

Several methods can eliminate intermediate density e�ects. Ideally, a step-function
threshold approach would treat densities below a certain value as 
uid and those above
as solid. To avoid convergence issues for the 
ow solver, this work implements a Heavi-
side function approximated as a modi�ed logistic function. A tan-based approximation
would also be appropriate, since1

2 + 1
2 tanh(kx) = (1 + e �2kx ) �1 .

� e = � min +
�

1 + e� qv
� (
 e �� )

� �1
(� max � � min ) (19)

With the following approximation:

qv = �(ln(") + ") (20)

where � is the generic material parameter, qv is the penalization of the step function
for the veri�cation, � is the threshold density value, � is the threshold tolerance or
width, and " is the step function error at the threshold tolerance limits.

This allows for the threshold, � , to be set as the desired density cut-o� limit, with a
smooth interpolation across the threshold value set by the threshold tolerance, �, and
the function error, ", at the threshold limits. An example of the function for various
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Fig. 5: Heaviside step-function approximation of generic material parameters for inter-
mediate densities, utilized for the evaluation model.

values of " is shown in Figure 5 for �min = 0, � max = 1, � = 0:5, and � = 0:1. It can
be seen in Figure 5 that at the limits of the speci�ed threshold width, the following
relations are approximated:


 e = � � � ! � e � � min + "(� max � � min )


 e = � + � ! � e � � max � "(� max � � min )
(21)

This evaluation model is utilized in this work as the �nal assessment of performance
of the optimized designs, using � = 0:5, � = 0:05, and " = 10 �6 . A veri�cation of this
evaluation model is performed in Section 3.2 to ensure that the assessed performance
is as accurate as possible to industry standard CFD.

3 Case Study

The methodology described above is applied to the design of a passively cooled
heatsink for electronics packaging. The application is based on a rugged computing
chassis, such as the VPX computing chassis shown in Figure 6.

The design domain is extracted from the computing chassis heatsink, dimensioned
with length, width, and height of 3.0 in, 5.0 in, and 1.9 in, respectively. The volumetric
heat input domain is outside of the design domain with length, width, and height
dimensions of 1.0 in, 3.0 in, 0.1 in, respectively.

The design and computational domains are shown in Figure 7, where the gravita-
tional direction is in the negative x2-axis (y-axis). The heatsink is oriented vertically,
such that the longest dimension is parallel with the direction of gravity. The larger

uid domain is open on both ends in the 
ow direction and bounded by walls on
all other dimensions. This replicates a scenario of implementing this heatsink either
within a larger enclosure or in an area where there would be restricted air
ow on all
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Fig. 6: Example of a VPX computing chassis design with vertically-oriented straight
�ns, utilized for the problem description in this case study. (GDMS-C 2023)

sides of the heatsink. Table 2 and Table 3 summarize the boundary conditions and
mesh size information, respectively. Note that the mesh size information in Table 3 is
for the half-domain, utilizing the symmetry condition on the x 1-axis.

Table 2: Boundary conditions for the de�ned problem.

Normal Location Boundary condition Implementation

[1; 0; 0] x1 = 0:0 Symmetry u 1 = 0
[1; 0; 0] x1 = 3:0 Cold wall fu 1 ; u2 ; u3 ; T g = 0
[0; 1; 0] x2 = 0:0 Cold open 
ow fp; T g = 0
[0; 1; 0] x2 = 5:0 Open 
ow p = 0
[0; 0; 1] x3 = 0:0 Wall fu 1 ; u2 ; u3 g = 0
[0; 0; 1] x3 = 3:0 Cold wall fu 1 ; u2 ; u3 ; T g = 0

[0; �1; 0] N/A Gravity G = [0; �1; 0]

Table 3: Mesh size information for half-domain.

Size (in) Elements [x,y,x] Total number of elements Total number of nodes

0.050 [60, 160, 60] 576000 599081

The mesh size employed in this study represents a compromise between com-
putational e�ciency and solution accuracy. While the accuracy was guided by the
convergence study as part of the model veri�cation presented in Section 3.2, the use of
a structured mesh constrained the ability to re�ne the mesh size without a signi�cant
increase in computational cost.
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Fig. 7: Computational domain overview, including all associated dimensions and
boundary conditions. The 
uid domain is depicted by the green volume, while the
purple volume is the design domain.

This case study utilizes a density threshold (� ) of 0.5, such that any densities below
this threshold are excluded from the �nal solution and analysis. Using a threshold of
0.5 results in a binary design whose total volume closely approximates the sum of the
continuous density values across the entire design space. This is because the number of
elements that pass the 0.5 threshold, when multiplied by the unit volume per element,
tends to equal the sum of the continuous densities.

3.1 Reference Geometry

The reference design used for this work considers a traditionally designed �nned
heatsink. The design is optimized subject to the same constraints and design space as
the topology optimized designs, to provide a fair comparison. The minimum feature
size is limited by the element size used in the optimization process and therefore, the
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reference geometry design must consider this. For the mesh size in this work, the min-
imum feature size is approximately 0.250, therefore a �n and base thickness of 0.250
in is used.

The reference design is optimized for �n spacing based on parallel plate-�n spacing
optimization methodologies (Bar-Cohen and Rohsenow 1984) implemented in MAT-
LAB. The �nal reference design is shown in Figure 8. For �n thickness of 0.250 in and

Fig. 8: Reference �n design, optimized using parallel plate-�n spacing methodologies
with a minimum feature size of 0.250 in.

base thickness of 0.250 in, the optimum number of �ns is found to be 6, which is shown
in Figure 9. and summarized in Table 4. Note that Table 4 is purposely unit-less.

Table 4: Reference parallel plate-
�n design summary.

Parameter Value

Mesh size: 0.050
Min. feature size: 0.250

Fin thickness: 0.250
Base thickness: 0.250

Optimum number of �ns: 6
Volume fraction of design space: 0.566

3.2 Model Veri�cation

Model veri�cation is performed to ensure the physics models utilized for the design
veri�cation and the actual optimization are as accurate as possible. The veri�cation
procedure utilizes the reference geometry discussed in Section 3.1 to determine the
relative error between the two 
uid 
ow models included in the computational frame-
work, and in comparison, to industry standard computational 
uid dynamics (CFD)
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Fig. 9: Optimization of the reference �n design, using parallel plate-�n spacing opti-
mization, depicting thermal resistance vs. number of �ns.

software results. For this procedure, ANSYS Fluent is utilized as the reference CFD
software, while the HFM and LFM are built into the computational framework for
the topology optimization. It should be noted that the theory behind the HFM in
this computational framework is equivalent to widely used theory for CFD software.
However, the framework is limited by a structured mesh, whereas common CFD soft-
ware allows for unstructured meshes with local re�nement. This presents a potential
limitation of the computational framework accuracy in comparison to CFD, but is nec-
essary to allow for intermediate densities without the explicit de�nition of a solid-
uid
interface, as required for the density-based optimization method.

The overview of the model veri�cation process is as follows.

1. Generate reference geometry.
2. Perform CFD analysis on the reference geometry.
3. Perform analysis using the HFM calibrated with results from Step 2.
4. Perform analysis using the LFM with the initial tuning procedure permeability

calibrated with results from Step 3.
5. Perform analysis using the HFM with a Heaviside material interpolation calibrated

with results from Step 3.

The results of the model veri�cation are summarized in Table 5 for comparison. The
maximum error for the maximum solid temperature of the reference design is found
to be 1.48% relative to the industry standard software produced CFD analysis result.
This is found for the HFM, for which the error is likely attributed to the structured
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mesh size. The computational framework for the optimization uses a structured mesh,
which means there is no re�nement of elements. This can a�ect the boundary layer
de�nition at the solid-
uid interfaces. Figure 10 shows the velocity in the x 2-axis at a
slice height of 1.5 and the solid temperature contour for the veri�cation results.

Table 5: Model veri�cation summary.

Model Max solid temp Min solid temp

CFD 12.10 11.57
HFM 11.92 (-1.48%) 11.38 (-1.64%)
LFM 11.93 (-1.40%) 11.28 (-2.51%)
HFM with Heaviside 11.92 (-1.48%) 11.38 (-1.64%)

3.3 Low-Fidelity Model Calibration

The LFM discussed in Section 2.3.2 utilizes a potential-like 
ow approximation based
on incompressible, laminar, steady-state 
ow. This model is expected to have error
relative to the HFM and CFD model results due to the assumptions made to simplify
the complexity of this model. However, it is critical to ensure that this model can
represent the HFM as accurately as possible, which is achieved by tuning the 
uid
material permeability included in this model.

This process of tuning the 
uid permeability involves using the initial and �nal
tuning procedures with the LFM in the TopOpt code without �ltering. The initial
tuning procedure, as discussed in Section 2.5.1, results in a dimensionless 
uid per-
meability value of 1:398 � 10 �2 for this speci�c problem. A reference geometry was
then analyzed using this permeability to determine the accuracy in comparison to the
HFM. Comparing the maximum solid temperature, this resulted in an underestimated
temperature by 21.8%. Based on this result, it was deemed necessary to utilize the
�nal tuning procedure, as discussed in Section 2.5.2.

This �nal tuning procedure involves analyzing a reference geometry with several
additional values for 
uid permeability to determine a relation to the maximum solid
temperature. In this case, maximum solid temperature is considered an simpli�ed
equivalency to thermal resistance, since the input power and ambient 
uid temper-
ature remain constant, as discussed in Section 2.5.2. This procedure determines this
appropriate relation between the 
uid permeability and the maximum solid tempera-
ture by �rst performing the analysis for several other values of 
uid permeability. The
values chosen for this procedure were estimated to bound the problem based on previ-
ous results, for which the following dimensionless values were assessed: a) 6 � 10�3 , b)
8 �10 �3 , c) 9 �10 �3 , and d) 1:398 �10 �2 (from the initial tuning procedure). As sug-
gested previously, the power-function of Eq. 10 interpolation is utilized to determine
the optimum 
uid permeability that corresponds with the result from the HFM.

Figure 11 shows the interpolated relation for the permeability of the LFM com-
pared to the maximum temperature. Using this determined interpolation method,
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(a) Reference CFD simulation result. (b) HFM result with no �ltering, prevent-
ing intermediate densities, verifying the
HFM performance and e�ect of the struc-
tured mesh.

(c) LFM result with no �ltering, prevent-
ing intermediate densities, verifying the
�nal tuning of the LFM.

(d) HFM result with �ltering and Heav-
iside interpolation, verifying the interme-
diate densities e�ect on the results.

Fig. 10: Fluid 
ow model veri�cation results, depicting the velocity plots, on a plane
at a height of 1.5, and the solid temperature contour .
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Fig. 11: Calibration of LFM by tuning the 
uid permeability in relation to the
maximum solid temperature, representing thermal resistance. R2 is the coe�cient of
determination for the power-law �t.

the new optimum value for the dimensionless 
uid permeability was found to be
7:767 � 10 �3 . The results of the LFM calibration process are summarized in Table 6.

Table 6: LFM calibration summary.

Tuning procedure Dimensionless 
uid permeability Min solid temp [K] Error to HFM

Initial 1:398 � 10 �2 9.32 -21.8%
Final 7:767 � 10 �3 11.93 +0.08%

The �nal tuning procedure thus reduces the error for the LFM to 0.08% relative to
the HFM for the maximum solid temperature of the reference geometry. As mentioned
in Section 2.5.2, tuning of the LFM is dependent on the speci�c problem, therefore the
tuned parameters are likely not applicable for di�erent boundary conditions and/or
domain size.

3.4 Optimization Results

This work considers the in
uence of the 
uid 
ow model on the results of the opti-
mization, as well as considerations for a hybrid-approach using both 
uid models. A
study is performed to determine the overall solution performance comparison for each
model using consistent parameters and penalization schemes.

The true bene�t of the LFM compared to the HFM is the computational savings,
however that comes with a sacri�ce in accuracy due to the assumptions made. The
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LFM needs to be properly tuned for the material permeability in order to minimize
error, as previously discussed. However, another method for further improving the
overall results when using the LFM is by introducing a hybrid scheme, where the HFM
intermittently in
uences the optimization to guide it towards an optimal solution.
Two main implementations of hybrid schemes are tested in this work which includes
an approach with entire continuation steps of HFM followed by steps of LFM, and an
approach that uses a single HFM iteration at the end of the LFM continuation steps.
The hybrid approach that proved to be most successful in terms of minimizing the ther-
mal compliance is the approach that utilizes entire continuation steps of HFM followed
by steps of LFM, but has a fairly signi�cant computational cost increase compared
to the alternate hybrid method. However, utilizing the HFM for the entire optimiza-
tion obtained the best overall performance, but also a signi�cant computational cost
increase.

The hybrid approach of using the HFM �rst then switching to the LFM, is based
on previous works of Pollini et al. (2020) and Alexandersen (2020). Although contrary
to common engineering approaches, using a LFM �rst and then switching to a HFM to
re�ne, it has been observed signi�cant performance improvements through the reverse.
The initial iterations of the optimization process are critical to the overall topology,
which can result in a sub-optimal design by using the LFM �rst - using the HFM �rst
ensures the optimizer is pushed in the correct direction.

Table 7 provides a comparison of the solutions developed with various combinations
of the two 
ow models, labeled as H for HFM, and L for LFM. As previously discussed
in Section 2.6.2, the optimizations are performed using a �xed number of iterations,
set at 155 total. Each of these optimization were run on HPC clusters utilizing 200-
300 CPU cores. For each optimization, the approach is denoted by the model used
for each continuation step, separated by brackets. For this study, all parameters other
than the 
uid model are consistent between approaches. The results of this study are
summarized in Table 7, comparing the thermal compliance, �nal volume fraction, and
total core-hours required to obtain the result.

Table 7: Fluid 
ow model optimization results comparison. Asterisks signify iterations
implementing the Heaviside material interpolation.

Result Continuation scheme Thermal compliance Final volume fraction Core-hours

Ref N/A 1.752 0.566 1.0
a [L75], [L50], [L30] 1.675 (-4.4%) 0.307 (-46%) 86.3
b [L75], [[L49], [H1]], [[L29],[H1]] 1.668 (-4.8%) 0.300 (-47%) 184.4
c [H75], [L50], [L30] 1.653 (-5.7%) 0.321 (-43%) 526.5
d [H75], [H50], [H30] 1.635 (-6.7%) 0.319 (-44%) 1287.2

All optimized results performed better than the reference geometry. The full LFM
approach, Result a, provided the smallest improvement over the reference geometry
with a thermal compliance of 1.675, whereas the full HFM approach, Result d, provides
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the largest improvement with a thermal compliance of 1.635. The hybrid schemes,
Results b and c, obtain results better than the full LFM approach but not quite as
good as the full HFM approach, as would be expected. Adding a single HFM iteration
at the end of the two last continuation steps, for Result b, provides an interesting
data point in comparison to the other approaches. Since the MMA solver is reset upon
switching 
uid models, it is not able to gain inertia in only one iteration, resulting in
a relatively minimal change in comparison to the full LFM approach. However, the
result follows the expected trend for thermal compliance vs. core-hours.

Figure 12 shows the results for thermal compliance plotted against computational
time in core-hours, which also includes the reference �n design. The results follow a
logarithmic decaying trend, suggesting that with increased accuracy of the 
uid 
ow
model, and the associated increase in computational time, produces better results
in terms of decreasing the thermal compliance. As discussed previously, all designs
are assessed using the proposed and veri�ed evaluation model as discussed in Section
2.8 and Section 3.2, which utilizes the HFM with the calibrated Heaviside material
interpolation.

Fig. 12: The resulting thermal compliance in relation to computational time, in core-
hours, with a logarithmic �tted trend.

The reference design is shown with the associated solid temperature distribution in
Figure 13, after which the optimized designs are shown in Figure 14. Each temperature
contour plot is independently scaled to the minimum and maximum solid temperatures
of the associated result, to provide clarity on the overall temperature distribution
across the surface of each result.
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Fig. 13: Reference parallel-plate �n design.

(a) Result a - full LFM approach (b) Result b - hybrid approach

(c) Result c - hybrid approach (d) Result d - full HFM approach

Fig. 14: Optimization results comparison, depicting solid temperature contour. Note
that the colorscales are not consistent across all designs, based on the min and max of
each design to emphasize the details of the temperature variation across the geometry.

The �nal volume fractions of the optimized designs are much lower than the refer-
ence �n design even though each optimization was allowed to use up to an equivalent
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volume fraction as the reference �n design. The reason the optimization produced
results with lower volume fractions can be attributed to several reasons: (1) the
optimization may have ended prior to fully converging, since convergence may not
be achieved within the set number of iterations used for this work; (2) the speci�c
continuation scheme, parameters, and resulting penalization (for permeability, imper-
meability, and conductivity) chosen for this work; or (3) perhaps there is an optimum
volume fraction for this speci�c problem that is lower than the volume fraction of
the reference �n design. All of these possibilities can contribute to the �nal results
achieved, however the latter suggests that for conjugate heat transfer problems, there
is a maximum limitation on the optimum material usage due to the inversely propor-
tional impact that the solid volume has on the 
uid 
ow volume. This can be seen in
existing literature for traditional heatsink optimization, such as the parallel plate-�n
heatsink optimization performed in this work for the reference geometry, discussed in
Section 3.1, where an increasing number of �ns improves the thermal performance up
to an optimum limit, after which the thermal performance decreases.

To illustrate the evolution of the designs throughout the optimization process, the
full LFM (Result a) and full HFM (Result d) topologies at the end of each contin-
uation step are presented in Figures 15 and 16, respectively. Both designs initially
exhibit minimal features following continuation step 1, which progressively thicken
and become more de�ned in subsequent steps. This is likely attributed to the spe-
ci�c continuation scheme chosen, where the penalization of conductivity increases in
subsequent steps. Also notable is the LFM tends to develop �ner, more delicate fea-
tures in the early stages, whereas the HFM generally produces larger and more robust
elements.

Convergence plots for the full LFM (Result a) and full HFM (Result d) are
presented in Figures 17 and 18, illustrating the scaled objective function and the core-
hours per iteration. It is important to note that the objective function values shown
are scaled per continuation step to highlight the e�ectiveness of that continuation step,
and thus do not represent the �nal performance metrics assessed by the evaluation
model. This is due to the varying penalization parameters applied for each continuation
step, as noted by the di�erence in objective function magnitudes between continuation
steps. It is also noted that the objective function of the full LFM (Result a) appears
lower than the objective function of the full HFM (Result d) in the �nal continuation
step, however this is again due to the penalization parameters used in each continua-
tion step and also that both are using di�erent 
ow models during the optimization.
More importantly, each continuation step demonstrates convergence behavior, with
the objective function typically stabilizing to within approximately 0.1{0.5% change
over the �nal 5 iterations of each step. From Figures 17 and 18, it can be seen that
the amount of core-hours per iteration is large at the beginning of each continuation
step, but quickly falls to a somewhat stable level - this is because of the re-use of the
previous solution as the starting vector for the next non-linear solver. Furthermore,
it can easily be seen that the HFM takes an order-of-magnitude higher amount of
core-hours compared to the LFM.
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Fig. 15: Design evolution of full LFM, Result a. Note that each design snapshot has
a di�erent colorscale to emphasize the details of the temperature variation across the
geometry.
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Fig. 16: Design evolution of full HFM, Result d. Note that each design snapshot has
a di�erent colorscale to emphasize the details of the temperature variation across the
geometry.

Fig. 17: Objective function convergence and iteration time for full LFM, with con-
tinuation steps di�erentiated by plot color.
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Fig. 18: Objective function convergence and iteration time for full HFM, with con-
tinuation steps di�erentiated by plot color.

Additional comparisons are provided in Figures 19 and 20 for the reference �n
design and the top performing optimized design, Result (d). One of the key di�erences
noticed throughout these comparisons is that the reference �n design does not allow
for free-stream cooler 
uid to be drawn in to the closed-channels, a characteristic of
parallel-plate �ns. This is noted speci�cally in Figure 19, where the 
uid between the
�ns is saturated at a high temperature. The optimized design also allows for the central
air stream to pull in air from the outer free-stream, which results in an increased
velocity, as shown in Figure 20.
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